QoS aspects


At call establishment or at connection subscription time, the user may negotiate a QoS class for the connection. QoS commitments apply both at cell and ATM block level. QoS commitments at the cell level may include end-to-end CDV and CLR objectives.


Cell level QoS commitments


The basic QoS commitment at cell level that is offered to the connection is that, as long as, within an ATM block, the connection is conforming to the BCR negotiated for the ATM block, the cell level QoS commitments pertain. It is expected that, within an ATM block, this QoS will be equivalent to that normally offered to DBR with the same PCR and CDV tolerance. Furthermore, cell level QoS is assured to all cells when all cells are conforming to the relevant BCR conformance tests. If some cells are non conforming to the relevant BCR conformance tests, the network may consider the connection as non-compliant and as a consequence, the network needs not meet the QoS commitments. If the network chooses to offer cell level QoS commitments to a connection with non-conforming cells, the ATM layer QoS is only assured to a volume of cells that is conforming to all relevant BCR conformance tests.


Block level QoS commitments


In the case when a sustainable cell rate greater than 0 has been specified at connection establishment, the commitments the network can make to the connection at the ATM block level is that, as long as ATM blocks are conforming to the sustainable cell rate traffic descriptor, a new BCR reservation should be accepted by the network within finite time limits. These limits are part of the QoS class negotiated at call establishment. In the case of ATM block non conformance or if the sustainable cell rate is set equal to 0, the network does not assure any block level QoS commitment. Furthermore, in that case, the network may initiate a BCR re-negotiation. The cell level QoS is in any case assured as long as the network has not re-negotiated the allocated BCR.


Resource management in the case when an SCR is set equal to 0 is performed on the basis of suitable traffic engineering rules. The network may thus achieve some block level delay objectives (QoS indications on the time of access to network resources). These QoS indications are not contractual between the user and the network but indicative only.


NOTE – The delay experienced by an application using ABT/DT is not constant over the connection lifetime.


5.5.5.2	ABT with immediate transmission (ABT/IT)


5.5.5.2.1	Definition and service model


In ABT/IT, the user transmits ATM blocks without positive acknowledgement from the network. As a result, ABT/IT ATM blocks may be discarded by the network if sufficient network resources are not available. The ATM block loss probability can be made small by reserving resources via an SCR. As with ABT/DT, there is a PCR which is negotiated at call establishment. For each ATM block, there is a BCR associated with that block. If the ATM block is marked as "elastic" (elastic/rigid bit=0), then a network element can buffer the ATM block, reduce the ATM block BCR, and transmit the ATM block at a new BCR.


During the connection lifetime, ATM blocks are directly transmitted onto the network by the traffic source. The leading ABT/IT RM cell of an ATM block, which may also be the trailing ABT/IT RM cell of the previous ATM block, requests network resources computed on the basis of the BCRs of the different cell flows of the ABT/IT connection conveyed by this ABT/IT RM cell. The trailing ABT/IT RM cell, which may also be the leading ABT/IT RM cell of the subsequent ATM block, releases network resources or requests resources for the subsequent ATM block. If resources needed for the transfer of an ATM block are available within the network, the ATM block is transferred; otherwise, the ATM block is discarded.


A committed bandwidth for the user data and user OAM CLP=0+1 cell flow is specified as follows.


Definition (Committed bandwidth)


A committed bandwidth for the user data and user OAM CLP=0+1 cell flow in a given direction is defined when a sustainable cell rate greater than 0 is specified at connection establishment for this cell flow in the given direction. The committed bandwidth is related to the amount of reserved resources and its value is equal to that of the specified sustainable cell rate. The long-term average of resources, which can be potentially reserved, is at least as large as the committed bandwidth. Moreover, if the traffic is conforming to the specified sustainable cell rate traffic descriptor negotiated for this cell flow (see Section 5.5.5.2.4), then the probability that an ATM block transfer fails (i.e., the ATM block is discarded in the network), is lower than a given threshold.


No committed bandwidth is assured by the network to the cell flow if a sustainable cell rate equal to 0 is specified for this cell flow. In that case, ABT/IT does not provide for any commitments on the success of the transfer of an ATM block and there is no guarantee on the ATM block discarding probability. Note, however, that the network may try to achieve some objectives for this probability (QoS indications) without requiring any sustainable cell rate specification.


5.5.5.2.2	Source traffic descriptor and CDV tolerances


The source traffic descriptors and the relevant CDV tolerances for ABT/IT are identical to those for ABT/DT (see Section 5.5.5.1.2).


5.5.5.2.3	Dynamically changing parameters and RM cell format for ABT/IT


The dynamically changing parameters and RM cell format for ABT/IT are identical to those for ABT/DT and is given in Table 1/I.371 except that ABT/IT RM cells are identified by the protocol identifier 3.


Message type and CLP=0+1 BCR


The message type fields (direction, traffic management, congestion indication, maintenance, req/ack, elastic/rigid) and the CLP=0+1 BCR and OAM BCR fields are as in ABT/DT RM cells (see Section 5.5.5.1.3).


Block size


The block size field conveys the length of the ATM block expressed in cells. The value carried in this field is indicative only and may be used by specific implementations. It is not used in the conformance definition.


Sequence number


A source may optionally make use of the sequence number field by incrementing the value of the sequence number (modulo 232) in each subsequent ABT/IT RM cells. In the case it does, the following applies:


–	the sequence number is always present in ABT/IT RM cells;


–	it is always incremented by one in ABT/IT RM cells.


A source that does not make use of the SN field sets its value to 0.


No other entity than the source is allowed to modify the sequence number.


When the destination sends an ABT/IT RM cell in response to an ABT/IT RM cell generated by the source, the sequence number is copied unchanged into that cell. Any other RM cell generated by the network or the destination must have the sequence number set equal to 0.


5.5.5.2.4	Conformance definition and QoS commitments


Conformance definition


Conformance definitions at the cell level and at the block level are required. This is under study.


QoS aspects


At call establishment or at connection subscription time, the user may negotiate a QoS class for the connection. QoS commitments apply both at cell and ATM block level. QoS commitments at the cell level may include end-to-end CDV and CLR objectives.


Cell level QoS commitments


The cell level QoS is composed of CLR and end-to-end CDV commitments. The basic CLR commitments at the cell level that is offered to the connection is that, once the BCR has been accepted within the network for an ATM block by means of ABT/IT RM cells, the cells of that ATM block are transferred with a CLR equivalent to that offered to a DBR connection with the same PCR and CDV tolerance. Moreover, if an ATM block has the elastic bit equal to 1 (i.e. no shaping intended to reduce the BCR of the ATM block is allowed within the network), the cells of the ATM block are transferred with an end-to-end CDV equivalent to that offered to the DBR connection as above. If, by means of the elastic/rigid bit set to 0, the user accepts that an ATM block be shaped within the network at a BCR that is strictly smaller than the BCR requested for the block, then the end-to-end CDV objectives are unspecified.


The cell level QoS is assured to all cells when all cells are conforming to the relevant BCR conformance tests. If some cells are non conforming to the relevant BCR conformance tests, the network may consider the connection as non-compliant and as a consequence, the network needs not meet the QoS commitments. If the network chooses to offer cell level QoS commitments to a connection with non-conforming cells, the ATM layer QoS is only assured to a volume of cells that is conforming to all relevant BCR conformance tests.


In ABT/DT, ATM blocks are negotiated (require an implicit or an explicit acknowledgement by the network) whereas in ABT/IT, ATM blocks are accepted or discarded.


Block level QoS commitments


In the case when a sustainable cell rate greater than 0 has been specified at connection establishment, the commitments the network can make at the block level to the connection is that, as long as ATM blocks are conforming to the sustainable cell rate traffic descriptor, a new BCR reservation should be accepted by the network with a specified block discard probability, which is a block level QoS characteristic of the connection using ABT/IT. In the case of ATM block non conformance or if the sustainable cell rate is set equal to 0, the network does not assure any block level QoS commitment. Furthermore, in that case, the network may initiate a BCR re-negotiation. The cell level QoS is in any case assured as long as the network has not re-negotiated the allocated BCR.


The block level QoS commitments in ABT/IT differs from the one in ABT/DT:


–	In ABT/IT, ATM blocks may be discarded.


–	In ABT/DT, the delay experienced by the application is larger than the one experienced by using ABT/IT due to the BCR negotiation phase in ABT/DT.


�
Resource management in the case when SCR is set equal to 0 is performed on the basis of suitable traffic engineering rules. The network may thus achieve some block level QoS objectives (QoS indications on block discard probability). These objectives are not contractual between the user and the network but indicative only (QoS indications).


5.5.6	Available bit rate transfer capability (ABR)


Many applications have the ability to reduce their information transfer rate if the network requires them to do so. Likewise they may wish to increase their information transfer rate if there is extra bandwidth available within the network. There may not only be static traffic parameters but also dynamic traffic parameters because the users are willing to accept unreserved bandwidth. To support traffic from such sources in an ATM network an ATM transfer capability is defined which will be termed available bit rate (ABR).


5.5.6.1	Definition and service model


ABR is an ATM transfer capability where the limiting ATM layer transfer characteristics provided by the network may change subsequent to connection establishment. It is expected that a user that adapts its traffic to the changing ATM layer transfer characteristics will experience a low cell loss ratio (CLR). Cell delay variation and cell transfer delay are not controlled. The ABR capability is not intended to support CBR applications.


The user adapts to the changing ATM layer transfer characteristics upon receiving feedback from the network. Due to cell transfer delay, this feedback reflects the status of the network at some time prior to the instant when the user receives it. So even when the user adapts correctly to the feedback the network may still have to provide some buffering to enable low cell loss operation of ABR.


User actions and its responses to the feedback from the network together with the feedback from the network constitute a control loop on the ABR connection.


A user will specify a maximum required bandwidth to the network on establishment of an ABR connection. The maximum required bandwidth is negotiated between user and network and between user and user at connection establishment. A minimum usable bandwidth (also referred to as the minimum cell rate or MCR) shall be specified on a per-connection basis, but it may be specified as zero. The bandwidth available from the network may become as small as the minimum usable bandwidth. The maximum required bandwidth (also referred to as the peak cell rate or PCR) and the MCR are defined by the GCRA. The value of the PCR and of the MCR can be different on forward and backward connections.


An ABR capability may apply to VCCs or to VPCs. If ABR applies to some VCCs within a VPC, the ABR VCCs share the capacity of the VPC that is allocated to ABR (see Section 6.2.1.1). In this case, the VPC is allocated a static bandwidth. Dynamically changing the bandwidth of the VPC via ABR is currently not specified in this Recommendation.


In ABR, user data cells have the CLP bit set to zero. Tagging is currently not supported by ABR. It is for further study whether ABR may also use CLP=1 user data cells and whether tagging may be applied.


The bandwidth available on an ABR connection is the sum of an MCR, which could be 0, and of a variable cell rate that results from sharing the available bandwidth among ABR connections via a defined allocation policy. A defined allocation policy means that the allocation that the user receives above the minimum cell rate is not only determined by what the user requests or submits, but also by network policy. Defined allocation policies are not subject to standardization. However, �
network stability requires that for a given configuration of ABR user bandwidth requests, the allocation policy should support convergence to a stable allocation of bandwidth within the network.


There is a quantitative commitment made by the network that the user can continuously send cells at the MCR and the committed CLR pertains.


A source is not precluded from sending at a rate less than MCR when MCR greater than 0 is negotiated. The MCR agreed between the end systems and the network(s) carrying the connection may range from 0 to the maximum value supported by the network(s). This maximum value may be 0. Although the network commits to support MCR, a source may receive indications to reduce its rate below the MCR. If a source receives such indication and its rate is above the MCR, it should reduce its rate to the MCR. Likewise, if a source receives such indication and its rate is at or below the MCR, the source need make no change to its rate.


RM cells that are included with the user data cells in the current allowed cell rate, called in-rate RM cells, have the CLP bit set equal to 0. RM cells that are excluded from the current allowed cell rate, called out-of-rate RM cells, have the CLP bit set equal to 1. Out-of-rate RM cells may be generated by a source or a network element during periods when the generation of in-rate RM cells is not suitable. The procedures and restrictions regarding the generation of out-of-rate RM cells is currently not specified in this Recommendation.


Network assurances


For ABR the network does not offer quantitative assurances for bandwidth above the minimum usable bandwidth. In this case there are two types of assurances that the network can make: relative and procedural.


Relative assurances include, e.g., for connections that share the same path, no connection shall be arbitrarily discriminated against and no connection shall be arbitrarily favoured, although resources may be allocated according to a defined policy. Note that this relative assurance cannot depend on assumptions about how other sources behave.


Procedural assurances mean that, if all cells of the source are conforming to the conformance definition, then the network offers QoS commitments (see Section 5.5.6.4).


Flow control model for ABR


ABR flow control currently occurs between a sending terminal (source) and a receiving terminal (destination). Sources and destinations are connected via one connection for each direction. For a bi-directional ABR connection, each of the terminals is both a source and a destination. For the sake of simplicity, only the information flow from the source to the destination with its associated RM flows is considered. The forward direction is the direction from the source to the destination, and the backward direction is the direction from the destination to the source. For the information flow from the source to the destination, there in a control loop consisting of two RM flows, one in the forward direction and one in the backward direction (Figure 11/I.371).


�
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Figure 11/I.371


Example of a source to destination ABR control loop


Recovery from error conditions due to RM cell loss is implementation specific.


Segmentation of the ABR control loop


An ABR connection may be segmented at selected network elements into two or more separately controlled ABR segments. Each ABR control segment (except the first) is sourced by a virtual source. A virtual source assumes the behaviour of an ABR source endpoint. Backward RM cells received by a virtual source are removed from the control loop.


Each ABR control segment (except the last) is terminated by a virtual destination. A virtual destination assumes the behaviour of an ABR destination endpoint.


Figure 12/I.371 illustrates an ABR virtual connection which incorporates segmentation.
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Figure 12/I.371


Example of a segmented virtual connection


The coupling between two adjacent control segments associated with an ABR connection (e.g. within a network element, or across a group of network elements whose operation is not specified) is implementation specific. The effect of such configurations on the performance of the ABR service requires further study.


5.5.6.2	Source traffic descriptor and CDV tolerances


There are two types of source traffic parameters associated with ABR: traffic parameters which are negotiated at call establishment and cannot be changed by RM procedures and dynamically changing traffic parameters which may be changed by RM procedures (see Section 5.5.6.3). With respect to conformance at interfaces, the cell rates in ABR are defined with respect to tolerance parameters, see Section 5.5.6.4.


At call establishment, the user negotiates a traffic descriptor for the connections in each direction that consists in:


�
–	A PCR which is the maximum cell rate requested by the application (see Section 5.4.1).


–	An MCR which is the minimum cell rate requested by the application. MCR has location, basic event and coding identical to the PCR (see Section 5.4.1).


Tolerances associated to the source traffic descriptor are under study.


The above paameters may be declared by means of a service type (see Section 5.1.1).


5.5.6.3	Dynamically changing traffic parameters and RM cell format for ABR


The values of the following dynamic parameters are determined by network elements along the connection and are forwarded to the user of the ABR capability via RM cells: explicit cell rate (ECR), CI and NI, and QueueLength. The allowed cell rate (ACR) is the maximum allowed rate that the source derives from the above feedback from the network. The ACR ranges between the MCR and the PCR.


NOTE – EFCI may be used as a feedback parameter by the application.


Table 2 contains the RM cell format for the ABR transfer capability.





FIELD�
OCTET(s)�
BIT(s)�
CODING�
�
Header�
1-5�
all�
As in I.361�
�
Protocol ID�
6�
all�
1�
�
Message type: Direction�
7�
8�
NOTE 1�
�
Message type: BECN cell�
7�
7�
NOTE 2�
�
Message type: Congestion indication�
7�
6�
NOTE 3�
�
Message type: No-increase�
7�
5�
NOTE 4�
�
Message type: NOTE 5 �
7�
4�
�
�
Message type: NOTE 6�
7�
3�
�
�
Message type: Reserved�
7�
1-2�
See Section 7.1�
�
Explicit cell rate (ECR)�
8-9�
all�
NOTE 7�
�
Current cell rate (CCR)�
10-11�
all�
NOTE 7�
�
Minimum cell rate (MCR)�
12-13�
all�
NOTE 7�
�
Queue length�
14-17�
all�
NOTE 8�
�
Sequence number�
18-21�
all�
NOTE 9�
�
Reserved�
22-51�
all�
See Section 7.1�
�
Reserved�
52�
3-8�
�
�
CRC-10�
52�
1-2�
See Section 7.1�
�
�
53�
all�
�
�
Table 2/I.371


Format for the RM cell that supports ABR


�
NOTE 1 – The direction bit equals 0 for forward RM cells and equals 1 for backward RM cells.


NOTE 2 – The BECN-cell bit equals 1 for BECN cells and equals 0 otherwise.


NOTE 3 – The congestion indication bit equals 1 to indicate congestion and equals 0 otherwise.


NOTE 4 – The no-increase bit equals 1 to indicate that no rate increase by the source is allowed and equals 0 otherwise.


NOTE 5 – This bit is req/ack in the ABT capability.


NOTE 6 – This bit is elastic/rigid in the ABT capability.


NOTE 7 – The coding is based on the 5-bit exponent and 9-bit mantissa coding used for the peak cell rate. The specifics are given in Section 5.5.6.3.1 below.


NOTE 8 – Integer valued. Least significant bit is bit 1 of octet 17.


NOTE 9 – Integer valued. Least significant bit is bit 1 of octet 21.


5.5.6.3.1	Details on the fields


Protocol ID


ABR RM cells are identified by protocol ID 1.


Message type


Message type is an octet containing five single bit fields plus three reserved bits. The interpretation of the defined bits is as follows:


Direction: this bit distinguishes RM cells travelling from a source ("forward" cells) to a destination from RM cells travelling from a destination ("backwards" cells) to a source.


BECN: this bit distinguishes a normal RM cell generated by a source and looped back by the destination from a RM cell generated by an intermediate congested switch. (BECN is an acronym for backward explicit congestion notification.)


Congestion indication (CI): this bit indicates imminent congestion in the forward path.


No-increase (NI): this bit, when used in combination with the CI bit, can indicate to the source that it should continue to send at its current rate, which is desirable when the network is in a steady state or to avoid unnecessary oscillations. In particular, when CI=0 and NI=0 then the source can increase the sending rate, and when CI=0 and NI=1, the allowed cell rate is not increased.


Explicit cell rate (ECR)


This field is set by the source to a value that is at most the negotiated peak cell rate and may be reduced by an intermediate switch to notify the source of the allowed cell rate (ACR) at that switch. The ECR value received by a source will explicitly determine the maximum cell rate of the source. The coding is the 14-bit binary floating point representation used for the peak cell rate in I.371 Section 5.4.1.2, which employs a 5-bit exponent, m and a 9-bit mantissa, k , plus a 1-bit nz field as described below:


		�\EMBED Equation.2 ���


�
The following are the bit positions within a 16-bit word: the most significant bit is reserved; the next bit contains the value of nz; the next five bits contain the value of m; the remaining nine bits contain the value of k.


Current cell rate (CCR)


The CCR field contains the allowed source cell rate that was in effect at the time the RM cell was transmitted by the source. The information in this field can optionally be used in the computation of the value of the explicit cell rate (ECR) field described above. The same encoding and format used for the ECR field is adopted for the CCR field.


Minimum cell rate (MCR)


This field contains the minimum cell rate, which is determined at connection establishment. The information in this field can optionally be used in the computation of the value of the explicit cell rate field which is described above. The same encoding and format used for the ECR field is adopted for the MCR field.


Queue length


The QueueLength parameter is optionally supported by network elements. It represents the maximum number of cells currently queued for this connection among those network elements supporting this parameter. Any given network element writes into this field the maximum of the current value of the field and of the number of cells of the given connection queued at this network element. It is set to zero by the source.


If the network element does not know the "number of cells of the given connection queued at the given buffer at that network element", then the network element leaves the value of the field unchanged.


Sequence number


A source/virtual source may optionally make use of the sequence number field by incrementing its value by one (modulo 232) in each subsequent forward RM cell emitted by the sender. In the case it does, the following applies:


–	the sequence number is always present in RM cells;


–	it is always incremented by one in forward RM cells by the sender.


A source that does not make use of the SN field sets its value to 0.


No other entity than the source may modify the sequence number.


When the destination makes a backward RM cell from a forward RM cell, the sequence number is copied unchanged into the backward RM cell. Any backward RM cell not generated from a forward RM cell must have the sequence number set to zero and the BECN bit set to 1.


5.5.6.4	Conformance definition and QoS commitments


Conformance definition


A conformance definition is required. This is under study.


QoS aspects


QoS commitments for ABR are in terms of CLR for CLP=0 cells. There are no commitments on CDV or cell transfer delay.


For a user whose traffic conforms to the conformance definition above, the QoS commitment on cell loss ratio pertains. In particular, the user can transmit at the MCR at any time and still get the QoS commitment.


ABR capability without using a conformance definition


The ABR capability may also be used in a mode where the conformance definition in Section 5.5.6.4 is not used. In this mode, QoS indications can be provided, given source, destination, and network element reference behaviours. In this mode, the network may achieve such QoS indications on cell loss ratios via suitable traffic engineering and operating rules.


Even when the conformance definition of Section 5.5.6.4 is not used, the network operator still should give feedback in accordance with the defined allocation policy and may perform network specific enforcement of resource allocations.


6	Functions for traffic control and congestion control


6.1	Introduction


Generic traffic control and congestion control functions are defined as the set of actions respectively taken by the network in all the relevant network elements to avoid congestion conditions or to minimize congestion effects and to avoid the congestion state spreading once congestion has occurred.


Under normal operation, i.e. when no network failures occur, functions referred to as traffic control functions in this Recommendation are intended to avoid network congestion.


However, congestion may occur, e.g. because of misfunctioning of traffic control functions caused by unpredictable statistical fluctuations of traffic flows or of network failures. Therefore, additionally, functions referred to as congestion control functions in this Recommendation are intended to react to network congestion in order to minimize its intensity, spread and duration.


6.1.1	Traffic control and congestion control functions


A range of traffic and congestion control functions will be used in the B-ISDN to maintain the QoS of ATM connections.


The following functions are described in this Recommendation.


Traffic control functions:


i)	Network resource management (Section 6.2.1).


ii)	Connection admission control (Section 6.2.2).


iii)	Usage/network parameter control (Section 6.2.3).


iv)	Priority control (Section 6.2.4).


v)	Traffic shaping (Section 6.2.5).


vi)	Fast resource management (Section 6.2.6).


Congestion control functions:


vii)	Selective cell discard (Section 6.3.1).


viii)	Explicit forward congestion indication (Section 6.3.2).


Additional control functions may be used. Possible useful functions that require further study to determine details are:


ix)	Connection admission control that reacts to and takes account of the measured load on the network.


x)	Variation of usage monitored parameters by the network. For example, reduction of the peak rate available to the user.


xi)	Other traffic control functions (e.g. re-routing, connection release, OAM functions) are for further study.


The impact on standardization of the use of these additional functions (e.g. the impact on ATM layer management, user-network signalling and control plane) requires further study.


Different levels of network performance may be provided on ATM connections by proper routing, traffic shaping, priority control and resource allocation to meet the required ATM layer QoS for these connections.


6.2	Traffic control functions


6.2.1	Use of virtual paths for network resource management


Virtual paths are an important component of traffic control and resource management in the B�ISDN. With relation to traffic control, VPCs can be used to:


–	simplify CAC;


–	implement a form of priority control by segregating traffic types requiring different QoS;


–	efficiently distribute messages for the operation of traffic control schemes (for example to indicate congestion in the network by distributing a single message for all VCCs comprising a VPC);


–	aggregate user-to-user services such that the UPC/NPC can be applied to the traffic aggregate;


–	aggregate network capabilities such that the NPC can be applied to the traffic aggregate.


VPCs also play a key role in network resource management. By reserving capacity on VPCs, the processing required to establish individual VCCs is reduced. Individual VCCs can be established by making simple connection admission decisions at nodes where VPCs are terminated. Strategies for the reservation of capacity on VPCs will be determined by the trade-off between increased capacity costs and reduced control costs. These strategies are left to operators' decision.


The peer-to-peer network performance on a given VCC depends on the performances of the consecutive VPCs used by this VCC and on how it is handled in CRF(VC)s (connection-related functions at the VC level, e.g. a VC multiplexer, a VC switch, see Figure 13/I.371).


If handled similarly by CRF(VC)s, different VCCs routed through the same sequence of VPCs experience similar expected network performance - e.g. in terms of cell loss ratio, cell transfer delay and cell delay variation - along this route.


Conversely, when VCCs within a VPC require a range of QoS, the VPC performance objective should be set suitably for the most demanding VCC carried.


Combining common routing and priority control may be used by connection admission control for services requiring a number of VCCs with low differential delays and different cell loss ratios (e.g. multimedia services).
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NOTE 1 – VCCs 1 and 2 experience a network performance which depends on network performance on VPCs b and c and on how these VCCs are handled by CRF(VC)s. It may differ from network performance experienced by VCCs 3, 4 and 5, at least due to different network performances provided by VPCs.


NOTE 2 – VCCs 3, 4 and 5 experience similar network performances in terms of cell transfer delay and cell delay variation if handled similarly by CRF(VC)s, whilst possibly providing for two different cell loss ratios by using the CLP bit.


NOTE 3 – On a user-to-user VPC, the QoS experienced by individual VCCs depends on CEQ traffic handling capabilities.


Figure 13/I.371


Mapping cell loss ratios for virtual channel connections and virtual path connections


On the basis of the applications of VPCs contained in Recommendation I.311, namely:


A)	User-user application: the VPC extends between a pair of TB reference points.


B)	User-network application: the VPC extends between a TB reference point and a network node.


C)	Network-network application: the VPC extends between network nodes.


The above implies:


In case A: because the network has no knowledge of the QoS of the VCCs within the VPC, it is the user's responsibility to determine in accordance with the network capabilities the necessary QoS for the VPC.


�
In cases B and C: the network is aware of the QoS of the VCCs carried within the VPC and has to accommodate them. However, the setting of CDV tolerances requires further study.


Statistical multiplexing of VC links within a VPC where the sum of the PCRs of all VC links may exceed the virtual path connection PCR, is only possible when all virtual channel links within the virtual path connection can tolerate the QoS that results from statistical multiplexing.


As a consequence, when statistical multiplexing of virtual channel links is applied by the network operator, virtual path connections may be used in order to separate traffic thereby preventing statistical multiplexing with other types of traffic. This requirement for separation implies that more than one virtual path connection may be necessary between network origination/destination pairs to carry a full range of QoS between them.


6.2.2	Connection admission control


Connection admission control is defined as the set of actions taken by the network at the call establishment phase (or during call re-negotiation phase) in order to establish whether a virtual channel connection or a virtual path connection can be accepted or rejected.


In a B-ISDN environment, a call can require more than one connection (e.g. for multimedia or multiparty services such as videotelephony or videoconferencing). In this case, connection admission control procedures should be performed for each virtual channel connection or virtual path connection.


The user will negotiate the traffic characteristics of the ATM connections with the network at connection establishment via signalling or network management procedures. These characteristics may be re-negotiated during the lifetime of the call at the request of the user, using either signalling or network management procedures. The network may limit the frequency of such re-negotiations. This is outside the scope of this Recommendation.


In the case of permanent or reserved service (e.g. using a permanent virtual path connection or a permanent virtual channel connection), the traffic characteristics are indicated or re negotiated with an appropriate procedure, either off-line (e.g. at subscription) or on-line via management.


Depending on the selected ATC (see Section 5.5), dynamic modifications of traffic characteristics may also use ATM layer resource management procedures (see Section 6.2.6).


On the basis of connection admission control in an ATM network, a connection request for a given call is accepted only when sufficient resources are available to establish the connection through the whole network, to comply with the required quality of service (QoS) and to maintain the agreed QoS of existing connections. This applies as well to re-negotiation of connection parameters within a given call.


Different strategies of network resource allocation may be applied for CLP=0 and CLP=1 traffic flows. In addition, information such as the measured network load may be used when performing CAC. This may allow a network operator to achieve higher network utilization whilst still meeting the performance objectives.


Resource allocation schemes are left to network operators' decision.


The connection establishment procedures will enable CAC to derive at least the following information (see traffic contract, Section 5.3):


–	required ATM layer transfer capability;


–	source traffic descriptors;


�
–	CDV tolerances;


–	required QoS class.


Connection admission control makes use of this information to determine:


–	whether the connection can be accepted or not;


–	traffic parameters needed by usage/network parameter control (UPC/NPC);


–	routing and allocation of network resources.


For a given ATM connection, a user indicates an ATM transfer capability from the transfer capabilities supported by the network. The corresponding standardized traffic parameters included in the source traffic descriptor in addition to the peak cell rate should enable the network operator to implement a connection admission control policy that attains a statistical multiplexing gain, as compared with a CAC policy that statically allocates resources on the sole basis of a peak cell rate to the connections, whilst still meeting QoS commitments to the connection. Many such CAC policies are possible, and the choice is at the discretion of the network operator.


For a single ATM connection, a user indicates a QoS class from the QoS classes which the network supports. Priority control using the CLP bit allows at most to specify two different cell loss ratio objectives for an ATM connection (see Sections 5.3.3 and 6.2.4). The role of priority control in connection admission control is outside the scope of this Recommendation. Delay sensitivity is part of the required QoS. Specific QoS classes are within the scope of Recommendation I.356.


6.2.3	Usage parameter control and network parameter control


Usage parameter control (UPC) and network parameter control (NPC) perform similar functionalities at different interfaces: the UPC function is performed at the user-network interface, whereas the NPC function is performed at the inter-network interface (INI).


The use of a UPC function is recommended, and the use of an NPC function is a network option. Whether or not the operator chooses to use the NPC function, the network-edge-to-network-edge performance objectives still need to be met if the connection complies with the traffic contract (see Section 5.3.2).


6.2.3.1	UPC/NPC functions


Usage/network parameter control is defined as the set of actions taken by the network to monitor and control that the traffic contract is respected in terms of traffic offered and validity of the ATM connection, at the user access and the network access, respectively. Their main purpose is to protect network resources from malicious as well as unintentional misbehaviour which can affect the QoS of other already established connections by detecting violations of negotiated parameters and procedures and taking appropriate actions.


Connection monitoring encompasses all connections crossing the UNI or inter-network interface. Usage parameter control and network parameter control apply to user VCCs/VPCs, signalling and meta-signalling virtual channels. Additional cell flows may be inserted by the network for its own purposes (e.g. segment OAM cell flows, RM cell flows) and may pass through a UPC or NPC. When such flows are inserted, the network operator must not allow the inserted cell flow to disrupt the QoS commitments it has made to the user's connection. This is not covered by this Recommendation.


The monitoring task for usage parameter control and network parameter control is performed for VCCs and VPCs respectively by the following two actions:


�
1)	Checking the validity of VPI and VCI (i.e. whether or not VPI/VCI values are assigned), and checking whether the traffic entering the network from active VCCs is such that parameters agreed upon are not violated; this action should be performed at the ingress of a CRF(VC), before any ATM layer multiplexing or switching occurs.


2)	Checking the validity of VPI (i.e. whether or not VPI values are assigned), and checking whether the traffic entering the network from active VPCs is such that parameters agreed upon are not violated; this action should be performed at the ingress of a CRF(VP), before any ATM layer multiplexing or switching occurs.


Control tasks of the UPC/NPC are cell discarding and optionally cell tagging.


6.2.3.2	UPC/NPC requirements


The need for and the definition of a standardized UPC/NPC algorithm requires further study. A number of desirable features of the UPC/NPC algorithm can be identified as follows:


–	capability of detecting any illegal traffic situation;


–	selectivity over the range of checked parameters (i.e. the algorithm could determine whether the user behaviour is within an acceptance region);


–	rapid response time to parameter violations;


–	simplicity of implementation.


There are two sets of requirements relating to the UPC/NPC:


–	those which relate to the quality of service impairments the UPC/NPC might directly cause to the user cell flow;


–	those which relate to the resource the operator should allocate to a given VPC/VCC and the way the network intends to protect those resources against misbehaviour from the user side or another network (due to fault conditions or maliciousness).


Two performance parameters have been identified. They have to be considered when assessing the performances of UPC/NPC mechanisms. Methods for evaluating UPC/NPC performance and the need to standardise these methods are outside the scope of this Recommendation.


–	Response time: the time to detect a given situation that involves non-conforming cells on a VPC/VCC under given reference conditions.


–	Transparency: for the same set of reference conditions, the accuracy with which the UPC/NPC initiates appropriate control actions on a cell stream in which some cells are non conforming and avoids inappropriate control actions on a stream of conforming cells.


A specific UPC/NPC mechanism may commit errors by taking excessive policing actions, i.e. declaring a volume of non-conforming cells larger than the volume of cells that do not conform with the traffic contract. It can also fail to take sufficient policing actions on a cell stream in which some cells are non conforming.


Excessive actions of the UPC/NPC on any connection are part of the overall network performance degradation and should remain of a very low probability. Quantification of this probability is within the scope of Recommendation I.356. Safety margins may be provisioned depending upon the UPC/NPC algorithm to limit the degradation introduced by the UPC/NPC.


Policing actions performed on the excess traffic in case of traffic contract violation are not to be included in the network performance degradation allocated to the UPC/NPC.


�
Impact of UPC/NPC on cell delay should also be considered. Cell delay and cell delay variation introduced by UPC/NPC is also part of the delay and delay variation allocated to the network.


Since cell sequence integrity is maintained on any ATM connection, the UPC/NPC including its optional tagging action must operate as a single server using first-in-first-out (FIFO) service discipline for each ATM connection.


6.2.3.2.1	Performance of cell level UPC/NPC


A method to determine the ratio of non-conforming cells to a negotiated cell rate at a given interface is defined in Recommendation I.356. A 1-point measurement process computes the ratio gM between the number of cells exceeding the traffic contract and the total number of submitted cells.


The following applies when a single GCRA is used for conformance definition. Other cases are under study (see Recommendation I.356).


An ideal UPC/NPC implementing the 1 point-measurement process on a cell flow would just take policing actions on cells so that the ratio gP of the number of cells on which enforcement action is taken (tagging or discarding) over the number of processed cells approximates gM. Although the ideal UPC/NPC allows for a cell-based decision, it is not possible to predict which particular cells of a connection will suffer from the policing action from this ideal UPC/NPC. This is because of measurement phasing, that is the decisions taken by the measurement process depend on which cell the process begins with and on the initial values of the state variables of the process. The measurement of gM could provide an estimate of the degree of non-conformance of the user to the negotiated rate. The measurement of cell non-conformance ratio gM may be used for arbitration between user and network at the UNI and between two network portions at the INI in case of conflict. Such measurements may be carried out on-demand, either in-service on connections established prior or after the on-demand request, or out-of-service on any flow that emulates the normal operation of the user.


The transparency of a UPC/NPC mechanism can be defined by the accuracy with which this mechanism approaches the ideal mechanism, i.e. the difference between the reference policing ratio gM and the actual policing ratio gP. A positive difference means that the UPC/NPC is taking less policing action than a measurement process would do. A negative difference means that policing actions are unduly taken by the UPC/NPC.


The exact way of measuring the transparency of a given mechanism for cell level UPC/NPC and its dependence on time requires further study.


One UPC/NPC requirement relating to accuracy is the following: for cell rate control (either peak or sustainable cell rate), the UPC/NPC should be capable of coding a cell rate at most d=1% larger than the cell rate used in the cell conformance definition. This requirement pertains for cell rates as low as 160 cell/s. For cell rates between 100 cell/s and 160 cell/s, the accuracy is 1.6 cell/s (which is 1% of 160 cell/s) (Figure 14/I.371). UPC/NPC accuracy for cell rates in the range of 1 cell/s to 100 cell/s is under study.


The above performance requirement is a requirement on the capability of the UPC/NPC. A network operator is not required to set the parameters of the UPC/NPC to be within the margin given by d.


�
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Figure 14/I.371


UPC/NPC accuracy requirement


The relationship between these accuracy requirements and performance monitoring is addressed in Appendix III/I.371.


6.2.3.3	UPC location


Usage parameter control is performed on VCCs or VPCs at the point where the first VP or VC links are terminated within the network. Three possibilities can be identified as shown in Figure 15/I.371:


�
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NT:	Network termination


UPC:	Usage parameter control


CRF:	Connection related function


CRF(VC):	Virtual channel�connection related function


CRF(VP):	Virtual path�connection related function


NOTE 1 – In cases B and C, the VPI value does identify a negotiated VPC.


NOTE 2 – In case B, CRF(VP) and CRF(VC) may belong to different network operators.


NOTE 3 – A user may be an upper layer server within the network.


Figure 15/I.371


Location of the usage parameter control functions


In the following cases, CRF(VC) stands for virtual channel connection related function, and CRF(VP) stands for virtual path connection related function. A CRF(VC) or a CRF(VP) may respectively be a VC or VP concentrator.


Case A (Figure 15/I.371): User connected directly to CRF(VC)


Usage parameter control is performed within the CRF(VC) on VCCs (action 1, Section 6.2.3.1).


�
Case B (Figure 15/I.371): User connected to CRF(VC) via CRF(VP)


Usage parameter control is performed within the CRF(VP) on VPCs only (action 2, Section 6.2.3.1) and within the CRF(VC) on VCCs only (action 1, Section 6.2.3.1).


Case C (Figure 15/I.371): User connected to user or to another network provider via CRF(VP)


Usage parameter control is performed within the CRF(VP) on VPCs only (action 2, Section 6.2.3.1).


In Case B, the user may negotiate and need to respect two traffic contracts:


–	at the VP level with the CRF(VP) (when the user requests the operator of the CRF(VP) for a VP connection);


–	at the VC level with the CRF(VC) (when the user requests the operator of the CRF(VC) for a VC connection).


Implication of this is under study.


6.2.3.4	NPC location


Network parameter control is performed on VCCs or VPCs at the point where they are first processed in a network after having crossed an inter-network interface. Three possibilities can be identified as shown in Figure 16/I.371.
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